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Functional Gradient Descent is Hard

1. FGD is infinite-dimensional – how do we implement that?

Functional Gradient Descent with Adaptive Representations (NeurIPS 2026)

D. Csillag, R. Schuller, P. Dall’Antonia, L. Guibas, L. Velho, T. Novello

(Part 1 of this talk)

2. Functional gradients are often extremely hard to compute

Random Gradient-Free Optimization in Infinite Dimensional Spaces (under review)

C. Peixoto, D. Csillag, B. Costa, Y. Saporito

(Part 2 of this talk)
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4 / 20



Formal Setup
We have a Hilbert space ℋ︀, loss 𝐿 : ℋ︀ → ℝ and gradient operator ∇𝐿 : ℋ︀ → ℋ︀.

5 / 20



Formal Setup
We have a Hilbert space ℋ︀, loss 𝐿 : ℋ︀ → ℝ and gradient operator ∇𝐿 : ℋ︀ → ℋ︀.

Our updates:

𝑓𝑡+1 = 𝑓𝑡 − 𝜂 𝑔𝑡,
for some direction 𝑔𝑡 ∈ ℋ︀.

5 / 20



Formal Setup
We have a Hilbert space ℋ︀, loss 𝐿 : ℋ︀ → ℝ and gradient operator ∇𝐿 : ℋ︀ → ℋ︀.

Our updates:

𝑓𝑡+1 = 𝑓𝑡 − 𝜂 𝑔𝑡,
for some direction 𝑔𝑡 ∈ ℋ︀.

5 / 20



Formal Setup
We have a Hilbert space ℋ︀, loss 𝐿 : ℋ︀ → ℝ and gradient operator ∇𝐿 : ℋ︀ → ℋ︀.

Our updates:

𝑓𝑡+1 = 𝑓𝑡 − 𝜂 𝑔𝑡,
for some direction 𝑔𝑡 ∈ ℋ︀.

for some direction 𝑔𝑡 ∈ ℬ︀ in a larger Banach space ℬ︀ (i.e., ℋ︀ ↪︎ ℬ︀).

5 / 20



Formal Setup
We have a Hilbert space ℋ︀, loss 𝐿 : ℋ︀ → ℝ and gradient operator ∇𝐿 : ℋ︀ → ℋ︀.

Our updates:

𝑓𝑡+1 = 𝑓𝑡 − 𝜂 𝑔𝑡,
for some direction 𝑔𝑡 ∈ ℋ︀.

for some direction 𝑔𝑡 ∈ ℬ︀ in a larger Banach space ℬ︀ (i.e., ℋ︀ ↪︎ ℬ︀).

Assumption (Extension). The loss and its gradient admit extensions

𝐿 : ℬ︀ → ℝ and ∇𝐿 : ℬ︀ → ℬ︀.

5 / 20



A Descent Lemma

Lemma (Sufficient descent). If the loss 𝐿 is 𝐾-smooth and satisfies bridging 

conditions between ℋ︀ and ℬ︀ with constants 𝛼, 𝛽 > 0, then

𝐿(𝑓𝑡+1) ≤ 𝐿(𝑓𝑡) − 𝜂𝑐 ‖∇𝐿(𝑓𝑡)‖
2
ℬ︀,

where

𝑐 = 𝛼 − 𝐾𝜂
2

− (𝛽 + 3
2
𝐾𝜂) RelErr𝑡

1 − RelErr𝑡
, RelErr𝑡 ≔

‖𝑔𝑡 − ∇𝐿(𝑓𝑡)‖ℬ︀
‖𝑔𝑡‖ℬ︀

≤ 1
2
.
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Convergence

Theorem (Convergence to a stationary point). If the loss 𝐿 is lower bounded and

RelErr𝑡 ≤ 𝜀, for all 𝑡 = 0, …, 𝑇 − 1,
for some 𝜀 < min{1/2, 𝛼/(𝛼 + 𝛽)}, then, for a sufficiently small learning rate 𝜂,

min
𝑡=0,…,𝑇−1

‖∇𝐿(𝑓𝑡)‖
2
ℬ︀ ≤ 𝐿(𝑓0) − 𝐿⋆

𝑇𝜂𝑟
,

for some 𝑟 > 0.
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2
ℬ︀ ≤ 𝐿(𝑓0) − 𝐿⋆

𝑇𝜂𝑟
,

for some 𝑟 > 0.

Theorem (Convergence to a global minimizer). If furthermore 𝐿 is 𝜇-PŁ in ℬ︀, then

𝐿(𝑓𝑇 ) − 𝐿⋆ ≤ [1 − 2𝜂𝛽−2𝜇𝑟]𝑇 (𝐿(𝑓0) − 𝐿⋆).
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Ensuring the relative error bound

RelErr𝑡 =
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Note: we can compute ‖𝑔𝑡‖ℬ︀  and form an upper bound 𝑈𝑡(𝑔) ≥ ‖𝑔 − ∇𝐿(𝑓𝑡)‖ℬ︀ , ∀𝑔

Therefore, a simple idea is to use “adaptive representations”:

• Take a sequence of approximations (𝑔0
𝑡 , 𝑔1

𝑡 , 𝑔2
𝑡 , …) such that 𝑈𝑡(𝑔𝑘

𝑡 ) → 0
• For 𝑘 = 0, 1, 2, …:

‣ If 𝑈𝑡(𝑔𝑘
𝑡 )/‖𝑔𝑘

𝑡 ‖
ℬ︀

≤ 𝜀, use 𝑔𝑡 = 𝑔𝑘
𝑡

‣ Otherwise, continue
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Example 1: A toy fitting problem

Consider the toy function approximation problem

argmin
𝑓∈𝐿2

 1
2
‖𝑓 − 𝑓⋆‖2 + const.,

for a target function 𝑓⋆ : [0, 1]2 → ℝ in 𝐿2.
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Example 2: Solving PDEs

A wave equation:

𝜕𝑡𝑡𝑓 = 𝑐2Δ𝑓 with 𝑓(0, 𝑥) = ℎ(𝑥)
𝜕𝑡𝑓(0, 𝑥) = 0

No general closed form solution for dimension ≥ 2.
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𝜕𝑡𝑓(0, 𝑥) = 0

No general closed form solution for dimension ≥ 2.

As an optimization problem:

argmin
𝑓(⋅)

 1
2
‖𝜕𝑡𝑡𝑓 − 𝑐2Δ𝑓‖2

𝐿2⏟
diff. eq.

+ 1
2
‖𝑓(0, ⋅) − ℎ‖2

𝐿2 + 1
2
‖𝜕𝑡𝑓(0, ⋅)‖2

𝐿2⏟
init conds.

10 / 20



Example 2: Solving PDEs

10 / 20
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Example 3: 3D reconstruction

density:  𝜎 : ℝ3 → ℝ color:  𝑐 : ℝ3 × 𝑆2 → ℝ3

As an optimization problem:

argmin
𝜎(⋅),𝑐(⋅)

1
𝑛

∑
𝑛

𝑖=1

1
2
‖render𝜎,𝑐(𝐶𝑖) − 𝑌𝑖‖

2
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Part 2: Functional Gradients are Hard
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Part 2: Functional Gradients are Hard
Problem: it’s really hard to compute functional gradients.

Example: Solving a PDE

{𝑅[𝑓](𝑥) = 0 𝑥 ∈ Ω
𝑓(𝑥) = ℎ(𝑥) 𝑥 ∈ 𝜕Ω

where 𝑅 is a differential operator; consider the loss functional

𝐿 : ℍ𝑠(Ω) → ℝ

𝐿(𝑓) = 1
2
‖𝑅[𝑓]‖2

𝐿2(Ω) + 1
2
‖𝑓 − ℎ‖2

𝐿2(𝜕Ω)
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Part 2: Functional Gradients are Hard
Full gradients are hard: ∇𝐿(𝑓) is the unique 𝑔 ∈ ℍ𝑠(Ω) such that

∑
𝑠

𝑗=0
∫

Ω
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𝜕Ω
(𝑓(𝑥) − ℎ(𝑥))𝑣(𝑥) 𝜎(d𝑥)

for all 𝑣 ∈ ℍ𝑠(Ω).

But directional derivatives are easy:

D𝐿(𝑓; 𝑣) = lim
𝛿→0

𝐿(𝑓 + 𝛿𝑣) − 𝐿(𝑓)
𝛿

= [ d
d𝛿

𝐿(𝑓 + 𝛿𝑣)]
𝛿=0

13 / 20



Grad. Descent with Directional Derivatives
Q: Can we use just directional derivatives for optimization?

14 / 20



Grad. Descent with Directional Derivatives
Q: Can we use just directional derivatives for optimization?

A: In finite dimensions, yes: Random ‘Gradient-Free’ Optimization

14 / 20



Grad. Descent with Directional Derivatives
Q: Can we use just directional derivatives for optimization?

A: In finite dimensions, yes: Random ‘Gradient-Free’ Optimization

To estimate ∇𝐿(𝑓), sample 𝑣1, …, 𝑣𝑀 ∼ ℙ𝑣, and compute: 𝑓, 𝑣1, …, 𝑣𝑀 ∈ ℝ𝑑

𝑔 = 1
𝑀

∑
𝑀

𝑚=1
D𝐿(𝑓; 𝑣𝑚)𝑣𝑚

14 / 20



Grad. Descent with Directional Derivatives
Q: Can we use just directional derivatives for optimization?

A: In finite dimensions, yes: Random ‘Gradient-Free’ Optimization

To estimate ∇𝐿(𝑓), sample 𝑣1, …, 𝑣𝑀 ∼ ℙ𝑣, and compute: 𝑓, 𝑣1, …, 𝑣𝑀 ∈ ℝ𝑑

𝑔 = 1
𝑀

∑
𝑀

𝑚=1
D𝐿(𝑓; 𝑣𝑚)𝑣𝑚

• 𝔼[𝑣] = 0 and Cov[𝑣] = 𝐼 ⟹ 𝔼[𝑔] = ∇𝐿(𝑓). (e.g. ℙ𝑣 = 𝒩︀(0, 𝐼))

14 / 20



Grad. Descent with Directional Derivatives
Q: Can we use just directional derivatives for optimization?

A: In finite dimensions, yes: Random ‘Gradient-Free’ Optimization

To estimate ∇𝐿(𝑓), sample 𝑣1, …, 𝑣𝑀 ∼ ℙ𝑣, and compute: 𝑓, 𝑣1, …, 𝑣𝑀 ∈ ℝ𝑑

𝑔 = 1
𝑀

∑
𝑀

𝑚=1
D𝐿(𝑓; 𝑣𝑚)𝑣𝑚

• 𝔼[𝑣] = 0 and Cov[𝑣] = 𝐼 ⟹ 𝔼[𝑔] = ∇𝐿(𝑓). (e.g. ℙ𝑣 = 𝒩︀(0, 𝐼))

However, this breaks in infinite dimensions:

• Variance blows up as 𝑑 → +∞
• There is no isotropic Gaussian 𝒩︀(0, 𝐼), nor analogous distributions

• Even if we change the distribution, 𝔼[‖𝑣‖2] < +∞ ⟹ Cov[𝑣] ≠ 𝐼 .
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Infinite Dim. Grad.-Free Descent
Ingredients:

• A prebasis for the Hilbert space: 𝒫︀ = {𝑏1, 𝑏2, …} such that

𝒫︀ is linearly independent and span(𝒫︀) is dense in ℋ︀
• A distribution ℙ𝐾  over the positive naturals;
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• Sample weights 𝒘(1), …, 𝒘(𝑀𝐾) ∼ 𝒩︀(0, Σ𝐾) in ℝ𝐾 , with a tailored Σ𝐾

• Compute

𝑔 = 𝜆𝐾
𝑀𝐾

∑
𝑀𝐾

𝑚=1
D𝐿(𝑓; 𝑣𝑚)𝑣𝑚, where 𝑣𝑖 ≔ ∑

𝐾

𝑗=1
𝒘(𝑖)

𝑗 𝑏𝑗

15 / 20



Infinite Dim. Grad.-Free Descent
Ingredients:

• A prebasis for the Hilbert space: 𝒫︀ = {𝑏1, 𝑏2, …} such that

𝒫︀ is linearly independent and span(𝒫︀) is dense in ℋ︀
• A distribution ℙ𝐾  over the positive naturals;

The procedure: To estimate ∇𝐿(𝑓):

• Sample a dimension 𝐾 ∼ ℙ𝐾 , and choose a batch size 𝑀𝐾 ∈ ℕ (e.g. ⌈𝐾/2⌉)

• Sample weights 𝒘(1), …, 𝒘(𝑀𝐾) ∼ 𝒩︀(0, Σ𝐾) in ℝ𝐾 , with a tailored Σ𝐾

• Compute

𝑔 = 𝜆𝐾
𝑀𝐾

∑
𝑀𝐾

𝑚=1
D𝐿(𝑓; 𝑣𝑚)𝑣𝑚, where 𝑣𝑖 ≔ ∑

𝐾

𝑗=1
𝒘(𝑖)

𝑗 𝑏𝑗
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Infinite Dim. Grad.-Free Descent

Proposition. 𝑔 is an unbiased estimator of a preconditioned gradient:

𝔼[𝑔] = 𝐶 ∇𝐿(𝑓),

where 𝐶 : ℋ︀ → ℋ︀ is a positive-definite diagonal operator determined by (𝜆1, 𝜆2, …).
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Proposition. 𝑔 is an unbiased estimator of a preconditioned gradient:

𝔼[𝑔] = 𝐶 ∇𝐿(𝑓),

where 𝐶 : ℋ︀ → ℋ︀ is a positive-definite diagonal operator determined by (𝜆1, 𝜆2, …).

If we take 𝜆𝑘 ≡ 1, then we get 𝐶 = 𝐼 . But the variance explodes: 

Proposition. If 𝜆𝑘 ≡ 1, then

𝔼[‖𝑔‖2] ≥ ∑
∞

𝑖=1

⟨∇𝐿(𝑓), 𝑒𝑖⟩
2

ℙ[𝐾 ≥ 𝑖]
.
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Infinite Dim. Grad.-Free Descent

Proposition. 𝑔 is an unbiased estimator of a preconditioned gradient:

𝔼[𝑔] = 𝐶 ∇𝐿(𝑓),

where 𝐶 : ℋ︀ → ℋ︀ is a positive-definite diagonal operator determined by (𝜆1, 𝜆2, …).

So we take 𝜆𝑘 = ℙ[𝐾 ≥ 𝑘]: 

Proposition. Take 𝜆𝑘 = ℙ[𝐾 ≥ 𝑘] and 𝑀𝑘 = ⌈𝑘/𝑐⌉, for some 𝑐 > 0. We then have

𝔼[‖𝑔‖2
𝐶] ≤ 2(1 + 2𝑐)‖∇𝐿(𝑓)‖2,

where ‖𝑔‖𝐶 ≔ ‖𝐶−1
2 𝑔‖.
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Convergence

Theorem. If the loss is convex, 𝐾-smooth and the minimizer 𝑓⋆ is reasonably regular, 

then for a sufficiently small learning rate 𝛼,

𝔼[𝐿(𝑓)] − 𝐿(𝑓⋆) ≤ ‖𝑓⋆ − 𝑓1‖
2
𝐶 ⋅ ( 1

2𝑇𝛼
+ 𝛼(1 + 2𝑐)𝐾2),

where 𝑓  is the averaged iterate 1
𝑇 (𝑓1 + ⋯ + 𝑓𝑇 ).
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then for a sufficiently small learning rate 𝛼,

𝔼[𝐿(𝑓)] − 𝐿(𝑓⋆) ≤ ‖𝑓⋆ − 𝑓1‖
2
𝐶 ⋅ ( 1

2𝑇𝛼
+ 𝛼(1 + 2𝑐)𝐾2),

where 𝑓  is the averaged iterate 1
𝑇 (𝑓1 + ⋯ + 𝑓𝑇 ).

Corollary. Choosing 𝛼 ∝ 1/
√

𝑇 , we get

𝔼[𝐿(𝑓)] − 𝐿(𝑓⋆) ≤ 𝑂( 1√
𝑇

).
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Example 1: Heat Equation

A simple heat equation:

{

𝜕𝑡𝑓(𝑡, 𝑥) = ∆𝑓(𝑡, 𝑥) 𝑡 ∈ (0, 5), 𝑥 ∈ (0, 2𝜋)

𝑓(0, 𝑥) = sin 𝑥 𝑥 ∈ (0, 2𝜋)
𝑓(𝑡, 0) = 𝑓(𝑡, 2𝜋) = 0 𝑡 ∈ (0, 5)

Unique solution given by 𝑓(𝑡, 𝑥) = 𝑒−𝑡 sin 𝑥
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Example 1: Heat Equation
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Example 1: Heat Equation

without preconditioning (𝜆𝑘 ≡ 1) 18 / 20



Example 2: HJB Equation in 5+1 dims.
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Conclusion
• Functional gradient descent is effective, but nontrivial to implement

‣ To approximate: consider relative error conditions (and if possible consider 

adapting the representation over the course of optimization)

‣ To compute the gradients: if the gradient is intractable, you can use random 

“gradient-free” estimators for the gradient with autodiff

• Also in the papers: more general statements, some impossibility results, gradients 

and function space properties, more experiments, etc.

Caio Peixoto, Daniel Csillag, Bernardo Costa and Yuri Saporito. Random Gradient-Free Optimization in 

Infinite Dimensional Spaces

Daniel Csillag, Rodrigo Schuller, Pedro Dall’Antonia, Leonidas Guibas, Luiz Velho, Tiago Novello. 

Functional Gradient Descent with Adaptive Representations
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supplementary
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Analysis of Banach Approx. Grad. Descent
For analysis, we assume smoothness:

Assumption (Smoothness in ℬ︀). There exists some 𝐾 > 0 such that

𝐿(𝑓 ′) ≤ 𝐿(𝑓) + D𝐿(𝑓; 𝑓 ′ − 𝑓) + 𝐾
2

‖𝑓 ′ − 𝑓‖2
ℬ︀, for all 𝑓, 𝑓 ′ ∈ ℬ︀.

We will also need two novel “gradient bridging” assumptions:

Assumption (ℋ︀ descends in ℬ︀). There exists some 𝛼 > 0 such that

D𝐿(𝑓; ∇𝐿(𝑓)) ≥ 𝛼 ‖∇𝐿(𝑓)‖2
ℬ︀, for all 𝑓 ∈ ℬ︀.

Assumption (Gradient compatibility). There exists some 𝛽 > 0 such that

‖D𝐿(𝑓; ⋅)‖ℬ︀∗ ≤ 𝛽 ‖∇𝐿(𝑓)‖ℬ︀, for all 𝑓 ∈ ℬ︀.
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Infinite Dim. Grad.-Free Descent
Key ingredients:

1. A prebasis for the Hilbert space: 𝒫︀ = {𝑏1, 𝑏2, …} such that

𝒫︀ is linearly independent and span(𝒫︀) is dense in ℋ︀.
2. Tail probabilities 𝑡𝑖 ≔ ℙ[𝐾 ≥ 𝑖].

To sample 𝑣|𝐾:

1. Compute the Gram matrix [𝑨𝐾 ]𝑖,𝑗 ≔ ⟨𝑏𝑖, 𝑏𝑗⟩
2. Find its Cholesky decomposition 𝑹⊤

𝐾𝑹𝐾 = 𝑨𝐾 .

(Equivalent to finding the generalized QR decomposition 𝑄𝐾𝑹𝐾  of [𝑏1 ⋯ 𝑏𝐾].)
3. Sample weights 𝒘 ∼ 𝒩︀(0, 𝑹−1

𝐾 𝑻 −1
𝐾 𝑹−⊤

𝐾 ), where 𝑻𝐾 ≔ diag(𝑡1, …, 𝑡𝐾), and take

𝑣 = ∑
𝐾

𝑖=1
𝒘𝑖𝑏𝑖.

23 / 20


	Functional Optimization
	Functional Optimization
	Functional Optimization
	Functional Optimization
	Functional Optimization
	Functional Optimization
	Functional Optimization
	Functional Optimization
	Functional Gradient Descent is Hard
	Functional Gradient Descent is Hard
	Part 1: How to Discretize Functional GD
	Part 1: How to Discretize Functional GD
	Part 1: How to Discretize Functional GD
	Part 1: How to Discretize Functional GD
	Formal Setup
	Formal Setup
	Formal Setup
	Formal Setup
	Formal Setup
	A Descent Lemma
	Convergence
	Convergence
	Ensuring the relative error bound
	Ensuring the relative error bound
	Ensuring the relative error bound
	Example 1: A toy fitting problem
	Example 1: A toy fitting problem
	Example 2: Solving PDEs
	Example 2: Solving PDEs
	Example 2: Solving PDEs
	Example 3: 3D reconstruction
	Example 3: 3D reconstruction
	Example 3: 3D reconstruction
	Part 2: Functional Gradients are Hard
	Part 2: Functional Gradients are Hard
	Part 2: Functional Gradients are Hard
	Part 2: Functional Gradients are Hard
	Grad. Descent with Directional Derivatives
	Grad. Descent with Directional Derivatives
	Grad. Descent with Directional Derivatives
	Grad. Descent with Directional Derivatives
	Grad. Descent with Directional Derivatives
	Infinite Dim. Grad.-Free Descent
	Infinite Dim. Grad.-Free Descent
	Infinite Dim. Grad.-Free Descent
	Infinite Dim. Grad.-Free Descent
	Infinite Dim. Grad.-Free Descent
	Infinite Dim. Grad.-Free Descent
	Infinite Dim. Grad.-Free Descent
	Infinite Dim. Grad.-Free Descent
	Convergence
	Convergence
	Example 1: Heat Equation
	Example 1: Heat Equation
	Example 1: Heat Equation
	Example 2: HJB Equation in 5+1 dims.
	Conclusion
	Analysis of Banach Approx. Grad. Descent
	Infinite Dim. Grad.-Free Descent

